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Abstract. Automatic extraction of information from the footnotes of financial statements can be 

particularly challenging due to a wide variation in filing structure and terminologies. Standardized 

text and use of data tagging can facilitate this process. This paper: (i) proposes and demonstrates a 

new hybrid method of taxonomy creation, using historical data; (ii) compares the taxonomy 

structure using the new method, with that of the existing XBRL US GAAP taxonomy; (iii) shows 

evidence of structural differences between the official XBRL US GAAP taxonomy and the new 

hybrid taxonomy and (iv) demonstrates how the tool so developed could be used for more 

exploratory research. Comparison of this new structure with that of the existing XBRL taxonomy 

structure reveals that its creation from historical data provides a greater level of aggregation 

compared to the XBRL US GAAP taxonomy for Pension footnotes.  
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1. INTRODUCTION  

1.1 Overview 

Credible, prompt and precise financial information is an indispensable tool for 

investors and analysts alike. Important and relevant information is not only 

limited to the tabular contents of financial statements, but also includes what can 

be extracted from disclosures. Such disclosures may have a free format, or appear 

as a combination of both numerical and textual data. Retrieving useful 

information is a complicated process. As a result of the Sarbanes-Oxley Act, 

Securities and Exchange Commission (SEC) actions, and recent shareholder 

lawsuits, some firms have decided against furnishing earnings guidance. As a 

result, many investors feel handicapped by the absence of any good, independent, 

analysis concerning potential investments. Mandatory XBRL filing could be a 

step in the right direction to solving this issue. However, development of data tags 

is an indispensable part of this process. In this essay a new, hybrid, method for 

creating taxonomies is proposed, which uses a combination of manual and 

automatic steps. Also, an analysis of the basic structure of this new taxonomy is 

conducted, as is a comparison to the existing XBRL taxonomy. 

1.2 Motivation and Research Questions 

Financial statements submitted to the SEC are an indispensable source of 

company information for a wide variety of users. Such users include company 

management, investors, creditors, governmental monitoring agencies, and the 

IRS. The footnotes expand on the quantitative and qualitative free-format 

information financial statements, by providing qualitative information that allows 

for a greater understanding of a company's true financial performance. 

Unfortunately, there are no standards for the clarity or conciseness of the wording 

that is used in footnotes.  

Standardization of text, along with the maintenance of a hierarchy, is necessary 

for finding relevant information within the vast amount of data available. Liberal 

use of synonymous or polysemous terms and phrases inserts an added challenge to 

achieving the standardization of texts and formalization of different processes. For 

example, Appendix I shows a list of all the different sub-sections within pension 

disclosures. It includes the number of synonyms, or different variations, found for 

each of these sub-sections. This list was created after automatically extracting the 
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pension footnote sections and tables therein from the 10K statement samples used. 

The general heading for Pension disclosures has the highest number of variations 

at twenty-five. The different categories under pension disclosure have a maximum 

of eight variations. These variations need to be standardized through a formalized 

process. Appendix II lists the detailed line items within each of these sections, and 

the number of synonymous terms or variations found.  To fulfill this requirement, 

the generation of a comprehensive taxonomy is vital.  An essential ingredient for 

accomplishing this task is the creation of legitimate data tags and the mapping of 

line items using those tags. This would enable both producers and consumers of 

financial information, to save the resources that would usually be used in these 

traditionally manual processes.  

The SEC announced in February 2005, that it would start accepting voluntary 

filings in XBRL format. This was followed, in May 2008, by its decision to make 

XBRL filing mandatory. During this time they also required that companies begin 

filing financial statements in an interactive, tagged, format starting with fiscal 

periods ending in late 2008. The XBRL data format allows for the retrieval of line 

items from financial statements. Such retrievable information includes 

information from balance sheets, income statements, and statements of cash flow. 

However, extraction of specific line items from footnotes is relatively uncommon. 

This is simply because data tags for footnotes may not be available. Moreover, the 

creation of these tags must be done manually using a normative approach. 

Because filers have considerable flexibility in how financial information is 

reported under U.S. reporting standards, it is possible that a company may choose 

to use non-standard, company-specific extensions. Unfortunately, the use of non-

standard company specific extensions may introduce errors. This is due to a 

reduced ability to compare data prepared with a heavy usage of extensions. As per 

recommendations from the SEC, the use of company-specific extensions should 

be very limited.  Despite this, filers often continue to use nonstandard labels 

traditionally familiar to them, instead of adapting to the standard tags. Piechocki et 

al. (2009) have shown that in recent filings, XBRL filers very often extend the 

U.S. GAAP taxonomy (the generally accepted accounting principles adopted by 

U.S. Secretaries and Exchange Commission), even though suitable tags were 

available for these items. This happens when instead of using available tags 

companies makeup their own leading to repetition. Filers tend to add elements to 

the base taxonomy, even when the base taxonomy already includes a semantically 
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equivalent element. Piechocki et al. (2009) speculated that this might be due either 

to the large size and complexity of the taxonomy, or a perfunctory search through 

it to look for semantically matching items. As a result, the filers fail to find the 

appropriate match. In some other cases filers may have used unique terms, which 

find their way into the reports in the form of newly added extensions.  

Bovee et. al.(2002) argued that a poor fit may lead to information loss and a 

subsequent resistance in the adoption of the taxonomy. In their view although 

XBRL is likely to improve comparability and consistency of financial reporting, 

and may facilitate near-continuous reporting, some questions arise regarding 

correspondence of the proposed taxonomy with the firms' preferred reporting 

practices. Bovee et al. (2005) proposed that there should be an empirical approach 

towards the evaluation and improvement of XBRL taxonomies, so that the 

taxonomy matches with historical data. Bovee et. al. (2002, 2005) opined that 

there is a need to empirically evaluate taxonomies. 

The method used by XBRL US to develop tags has evolved over the years. In 

preparation for the release of the 2007 version of the XBRL US GAAP taxonomy, 

experts from six accounting firms came together to decide upon the tags to be 

used. Audit compliance checklists of these six firms were consulted as a reference 

point for developing XBRL tags. This team reviewed all the regulations in US 

GAAP as a part of the taxonomy development process. The preliminary taxonomy 

was then sent to the FASB for an initial review. A relevant subject matter expert 

at FASB then reviewed each element that was created. Simultaneously, the SEC 

did a similar review. They engaged corporate finance specialists and asked them 

to analyze existing elements and add others if necessary. After reviews by the 

auditors, the FASB, and the SEC, the complete list of elements was sent to XBRL 

US for testing. This testing was conducted by mapping real financial statements to 

the XBRL taxonomy. Line items that could not be mapped were added as 

additional elements.  

As regulations change, firms must report differently. Therefore, taxonomies may 

also need to be updated to adapt to these changes. In the 2008-2016 period, seven 

versions of the US GAAP taxonomy were published. Manually processing 

relevant information and creating tags for each of these changes can be very 

complicated and time consuming. In this paper a hybrid method is proposed, 

which uses historical data from company filings for taxonomy creation, and a 
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combination of manual and automatic steps to create a taxonomy. This will prove 

that part of the process can be automated, thus raising the first research question:  

RQ1: How can taxonomies be created automatically using historical data 

from financial statements? 

Merely creating the taxonomy automatically is not a panacea. It should be 

comprehensive enough to include all or most of the elements of the text. To 

determine whether the taxonomy created using this hybrid method is more 

effective than one created manually, it is imperative to analyze their differences if 

any exist. From this emanates the second research question: 

RQ2: What are the structural differences between the XBRL pension 

footnote taxonomy available, one created using a manual method, and a new 

taxonomy created by a hybrid method?  

Semantic parsing techniques have been used to extract data from the pension 

footnotes of 10K filings of firms in the data corpus. Text analysis techniques, such 

as object filtering, automatic indexing, and cluster analysis (Chen et. al. 1992, 

1994; Chuang et. al. 2005), are used to develop a hybrid taxonomy building 

process.  

In this case our hybrid method is used to focus on financial statement footnotes  

However, this method does possess the, potential for application to a much wider 

variety of uses in the development of taxonomies for other types of objects such 

as controls, risks, or audit methods. 

The rest of the essay is organized as follows: Section II discusses prior research; 

Section III discusses the methodology and Section IV discusses the results, 

conclusions and limitations. 
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Figure 1. Method used by XBRL US GAAP 

2. PRIOR RESEARCH 

2.1 Extracting accounting information from financial statements 

There is an abundance of electronic data available to users regarding the financial 

performance of firms. While it is common to perform automatic analysis of the 

numbers in financial statements, it is generally difficult to autonomously extract 

meaning from the textual portions of financial reports. Due to an absence of 

standardization, information can be easily obfuscated in these textual portions. A 

human expert can decipher the deeper meanings behind the use of synonymous 

terms, and comprehend why certain words were used, and others not. Machines or 

computers cannot easily interpret these nuances without the existence of a pre-

established pattern or logical framework. Since such standardization does not 

exist it poses an increased difficulty to extracting textual financial information 

from statements. EdgarScan
1
 was built as one of the earlier efforts using text 

                                                      

1 It is an interface to the United States Securities and Exchange Commission Electronic Data Gathering, Analysis and 

Retrieval (SEC EDGAR) Filings. EdgarScan pulls filings from the SEC's servers and parses them automatically to find key 
financial tables and normalize financials to a common format that is comparable across companies. Using hyperlinks we 

can go directly to specific sections of the filing, including the financial statements, footnotes, extracted financial data and 

computed ratios. EdgarScan was created by PwC (2001) and made publicly available on the Internet in response to the need 
for automatic extraction of accounting numbers from the EDGAR filings. 

 



Chakraborty & Vasarhelyi                                                                  A hybrid method for taxonomy creation 39 

analysis to provide a solution to some of these problems. It was created by PwC in 

response to the need for automatic extraction of accounting numbers from the 

EDGAR filings and was made publicly available on the Internet. 

Nelson et al. (2000) created the EDGAR agent to show how intelligent agents can 

be used to gather financial information. They stress how intelligent agents can be 

used to bring about organizational changes, and mention their potential for 

making improvements in the field of auditing. However this system only 

processes quarterly SEC filings, identifies only a few of the most important 

accounting numbers, and only interacts with a single online information source 

(the SEC EDGAR repository). Their agent searches the SEC EDGAR database for 

the current cash balance of a company, and can calculate financial ratios based on 

this information. This can be helpful when comparing the performance of a 

company with industry average information. Their agent can also calculate the 

current market value of a company using information on its stock price, quick 

ratio, current ratio, and gross margin over sales. 

Over time various other types of tools have been developed which provide access 

to SEC filings. Three general classes of tools have emerged—third party
2
, free, 

and commercial tools (Gerdes, 2003). Some of the free tools analyzed by Gerdes 

(2003) include 10K Wizard, EDGAR, EdgarPro, EdgarScan, Freedgar, Edgar-

Online, Search-SEC, SEC Info. Whereas some of the commercial tools included 

Disclosure, Edgar Direct, Global Access, Edgar-Online, Lexis/Nexis, Livedgar, 

SECnet. These tools were some of the earlier attempts at financial data extraction. 

In more recent times XBRL‘s usefulness has been explained in Vasarhelyi et. al. 

(2011). With the use of XBRL, numerical data can now be downloaded into 

spreadsheets.  

2.2 The need for hierarchical information  

The inability of users to promptly locate information within textual accounting 

documents, has led to more elaborate and time-consuming research efforts. Fisher 

(2004) argues for consistency in the structure of financial reports. Fisher cites the 

use of section headings, the sequencing and numbering of sections, and the 

development of a hierarchal structure as potential means to improving information 
                                                      
2
 The third party providers are secondary sites, which are dependent on the primary providers for their content. Their own 

capabilities might vary depending on resources. Some may provide real time data but historical data for only 3 weeks is 
available in a summarized format with no provision for searches. In some other cases it could be functionally equivalent to 

the parent websites. 
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retrieval. The importance of storing data hierarchically for easier extraction of 

information has also been mentioned elsewhere in the literature. It is as important 

to capture and control the knowledge base underlying accounting decisions, as it 

is to develop the systems that automate accounting functions. Document structure 

is significant because of its relationship to understandability, accessibility, and 

retrieval precision. Fisher (2004) suggests that XML is a good choice for 

document structure because XML DTD
3
 allows for the defining of data. Similarly, 

Routen and Bench-Capon (1991) argue that hierarchical formalization of text is 

preferable for the creation of knowledge-based systems. Gangolly (1995) has also 

recommended the adoption of hierarchical formalizations of meta-level 

information in FASs. This may also be applicable in the case of financial 

statements, or other documents containing financial information. Gangolly (1995) 

suggests hierarchical structuring of accounting standards based on three points: 1) 

distinguishing between changes in the original standards; 2) maintaining meta-

level information and date stamps of such changes; 3) separation of other meta-

level information. Such structuring could facilitate the development of 

knowledge-based systems. Federal Accounting Standards Board (FASB) 

undertook the Codification project in 2009, which addresses the importance of a 

uniform and consistent document structure. The development and incorporation of 

a topical arrangement with corresponding subtopics provides the beginnings of a 

hierarchical structure (Fisher et. al. 2009). The formal specification of prescribed 

and ordered sequences of topics, subtopics, and sections, provides a consistency in 

structure that can facilitate the development and implementation of indexing and 

searching procedures (Fisher 2004). 

2.3 Examples of various methods used 

Some of the early methods used include Edgar2xml, and Coding Agent. 

Leinnemann (2001), introduced text mining techniques in order to implement 

Edgar2xml. This software agent extracts fundamental company data from text in 

the SEC‘s EDGAR database, and outputs this data in a format that is used to 

support stock market trading decisions. Katriel (1997) described a computer 

system called Coding Agent, which is capable of assigning category codes to 
                                                      

3
 The purpose of a DTD(Document Type Definition) is to define the legal building blocks of an XML document. It defines 

the document structure with a list of legal elements. A DTD can be declared inline in an XML document, or as an external 

reference. 
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short texts. Semantic parsing and text mining techniques were used in the 

development of Coding Agent.  

Chen et al. (1992) describe a detailed layout of the steps taken to generate a 

thesaurus automatically and evaluate it for the worm community system (WCS). 

This was followed by Chen et al. (1994) who created a thesaurus for Drosophilia 

information. Chuang et al. (2005) described taxonomy generation for text 

segments using a hierarchical algorithm. In this paper, semantic parsing, together 

with object filtering and automatic indexing, is used to extract data from 10K 

statements. A hierarchical agglomerative algorithm is then applied to generate the 

taxonomy automatically. 

Garnsey (2006) used semantic parsing techniques to determine the feasibility of 

applying statistical methods. This was done in order to automatically group 

related accounting concepts together. Vasarhelyi et al. (1999) expand the 

traditional financial audit framework, and argue in favor of the scope of evidence 

collection to cover on-line corporate information (particularly the news), using 

semantic analysis methods.  

One instance where semantic analysis is considered very useful is for the 

extraction of information from financial statements made available by 

intermediaries. Bovee et al. (2005) extracted accounting numbers from financial 

statements available in EDGAR. They match the line-item labels, and associated 

numbers, to synonyms of tags that exist within the XBRL taxonomy. This helps to 

convert consolidated balance sheets, income statements, and statements of cash 

flow into an XBRL-tagged format.  

Wu et al. (2000) studied the feasibility of automatic classification of financial 

accounting concepts through a statistical analysis of term frequencies used within 

the financial accounting standards. The procedure makes use of a principal-

components analysis to reduce the dimensionality of the dataset. It then uses an 

agglomerative nesting algorithm (AGNES) to derive clusters of concepts. 

The classic literature in this context by Salton (1989), presents a blueprint for 

automatic indexing that typically includes dictionary look-up, stop-wording, word 

stemming, and term-phrase formation. Crouch (1990), and Crouch et al. (1992) 

used a complete-link algorithm for the automatic generation of a global thesaurus. 
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Chuang et al. (2005) describe taxonomy generation for text segments using a 

hierarchical algorithm. 

Kothari et al. (2009) use dictionary methods to calculate the number of positives 

and negatives in each disclosure text. Feldman et al. (2010) use a classification 

scheme of words, separating them into positive and negative categories. These 

categories are then used to measure any tone change in an MD&A section as it 

relates to prior periodic SEC filings. Kravet et. al. (2011) extract risk disclosures 

from 10-K forms by searching for sentences that involve predefined, risk-related 

keywords. Rogers et al. (2011) use both general-purpose and context-specific text 

dictionaries to quantify optimistic and pessimistic tones within a firm‘s earnings 

announcement. Some supervised learning methods include Li (2010), which uses 

a naive Bayesian classifier to classify the tone and content of forward-looking 

statements contained in corporate 10-K and 10-Q filings. Huang et. al. (2011) 

develop a multi-label text classification algorithm to classify risk factors in 

section 1A of 10-K form into 25 risk types. Humpherys et al. (2011) use linguistic 

features to distinguish fraudulent from non-fraudulent 10-K reports using readily 

available classifiers. Cecchini et al. (2010) develop a method that automatically 

creates an ontology for the text in an MD&A section of a 10-K form. This could 

then be used for classifying the financial events of firms. Grimmer et. al. (2011) 

develop a computer-assisted method for discovering insightful conceptualizations 

through the clustering of input objects.  

The use of unsupervised clustering methods to analyze texts is very limited. Yang 

(2014) introduces unsupervised learning methods into the field of financial 

accounting. They simultaneously discover and quantify risk types from textual 

disclosures and propose an unsupervised topic model, which they call sent-LDA. 

Brent et al. (2011) built a coding scheme by training pre-defined categories used 

to assign a code to text documents automatically. This was done in order to 

analyze economic crises through newspaper articles. 

 Hagenau et al. (2012) designed a text classification approach for processing 

financial news that is used to automate stock price prediction. In terms of financial 

analysis Beattie et al. (2004) introduced a comprehensive four-dimensional 

framework for the content analysis of accounting narratives. It uses a coding 

system based on four attributes in order to give structure to accounting texts. Gray 

et al. (2014) provided a taxonomy to guide research in the application of data 
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mining to fraud detection in financial statement audits. Fisher et al. (2010) and 

Chakraborty et al. (2014) applied text and data mining to automatically classify 

academic articles in accounting and improve understanding of the accounting 

lexicon. 

2.4 Using the Hierarchical clustering algorithm 

Hierarchical clustering algorithms come in one of two types: i) Agglomerative 

Hierarchical clustering algorithm or AGNES (agglomerative nesting) and ii) 

Divisive Hierarchical clustering algorithm or DIANA (divisive analysis). In this 

paper we use the agglomerative clustering method (Tan et. al. 2005). This 

algorithm works by grouping data points one by one on the basis of the nearest 

distance measure of all the pairwise distances between a particular data point and 

the others. There are many available methods for distance calculation. These 

include: (i) single-nearest distance or single linkage; (ii) complete-farthest 

distance or complete linkage; (iii) average-average distance or average linkage; 

(iv) centroid distance; (v) ward's method, where the sum of squared euclidean 

distance is minimized. These methods were built into the CLUTO tool, which is 

used in the application of clustering methods. Several examples of its successful 

implementation can be found in the related literature. Müller (1999) uses 

hierarchical clustering to automatically generate a taxonomy in a large collection 

of documents. Chuang et. al. (2002) use a hierarchical agglomerative clustering 

algorithm to group similar queries and generate cluster hierarchies using a cluster 

partition technique.  

In this essay, parsing is used together with object filtering and automatic indexing 

to extract data from 10K statements. Then, a hierarchical agglomerative algorithm 

is applied to generate the taxonomy structure automatically. This method is 

appropriate since we conduct an explorative study where we intend to find any 

emerging structure. This is as opposed to if we were trying to confirm pre-existing 

beliefs as in a confirmatory study. 

3. METHODOLOGY 

3.1 The sample 

A data corpus of 10K filings submitted by public companies was created. Data to 

be used pertained to companies that were randomly selected from the Fortune 500 

list. Altogether, one hundred and twenty 10K statements from as many different 
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firms were manually downloaded from the SEC Edgar website. Eighty were used 

as the training dataset and forty as the test dataset.  

3.2 Generating the pension taxonomy 

Figure 2 is a broad overview of the steps taken to partially automate the process of 

pension footnote taxonomy creation. The first stage, data collection and 

restructuring, involved downloading the data, writing a program, which changes 

its structure. This is then, used to extract text from the documents, and preform a 

word count to determine the frequency of occurrence of line items. 

 

 

Figure 2. An overview of the proposed method to generate hybrid taxonomy 

 

In the second step, the taxonomy structure was created. In the third step, line 

items were mapped to the tags created based on this taxonomy. This was done 

using a program that was created as part of this process. Finally, line items that 

could not be mapped to any of the tags were analyzed manually. Any new and 

frequently occurring terms were added to the terms database, the remainder were 

checked for synonymity to those in the database. The four steps were repeated 

thrice before arriving at the final results. Fig. 3 is a flow sheet diagram explaining 

various activities involved within each of these four steps. Steps shown within the 

dotted line were repetitive.  In the explanation below each numeral identifies a 

step‘s sequence number. The whole process consists of a combination of 
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automatic and manual steps. The manual steps are shown in gray and the 

automatic steps are in blue. 

 

Figure 3. Details of the procedure for taxonomy creation 

Some of the steps mentioned above are explained in detail below: 

Creation of the knowledge base 

Object filtering: This process involves the creation of domain-specific keywords 

and their synonyms. Based on the specifications of SFAS 158, a list of items was 

prepared. Each of these should ideally be included in the pension footnote 

taxonomy. 

Automatic Indexing: The 10K statements were filtered using the list that was 

prepared during object filtering. An automatic indexing routine then processed the 

remaining text. The automatic indexing routine is a computer code written for this 

purpose.  The following steps are part of the automatic indexing procedure:  

(1)Word identification: The remaining words (after object filtering) in each 

document were identified.  

(2) Stop-wording: To eliminate unwanted words a combination of two stop-word 
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lists
4
 were used. Word stemming was not used as this process can completely 

change the context of a word, which in many cases can be crucial. 

Developing the Parsing tool: This is a very crucial step since variations found in 

the reporting styles of pension disclosures (in the data corpus), make the 

application of readily available parsing tools like CMU Toolkit or IBM Textminer 

almost impossible. The variation in the usage of terminologies to express similar 

content in financial reports makes the comparison of data difficult and the use of 

generic tools for parsing ineffective. Hence, to satisfy the very specific needs of 

this project a new tool was created. This tool consists of a group of software 

programs each of which is designated with a specific function. The parsing tool 

was created by writing a tailored program, which operates in Visual Studio. 

Restructuring the data format: Each pension disclosure extracted from the 

statements can be considered a separate document. Each of these documents is 

similar in content and structure. Therefore, applying a clustering algorithm on this 

sample would result in them all being grouped under one category. In order to 

rectify this issue, it was necessary to restructure the data. First, the pension 

disclosure was extracted from the 10K statements. Next, each of the tables were 

extracted and stored separately. This resulted in the formation of several 

documents originating from each single pension disclosure. This set of newly 

formed documents could then be clustered effectively. 

Creation of the document-term matrix: The creation of the document-term 

matrix is an integral part of the process since the document-term matrix provides 

statistics on frequency of term usage. This information is necessary for the 

application of the hierarchical clustering algorithm. A word count is used to 

measure the number of times a word or phrase occurs in a document. This 

information is then used to calculate each term‘s total frequency among the 

collected documents. Terms appearing at least twenty times were included in the 

list of synonyms and subsequently added to the knowledge base. This cutoff was 

decided based on the length and number of documents that are used in the sample. 

Ultimately however, the final decision is subjective. In this case because the terms 

used by companies were so varied, the frequency of occurrence cutoff could not 

                                                      
4
 The first stop word list contains five hundred and seventy one words and was built by Salton and Buckley for the 

experimental SMART information retrieval system at Cornell University. The second stop word list was obtained from the 
Onix Text Retrieval Toolkit. The function of a stop word list is to eliminate frequently occurring words that do not have 

any semantic bearing. 
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be set high. Doing so would possibly eliminate other essentially similar terms 

from being included in the matrix due to slight textual differences. On the other 

hand, not having any cut off number would also be dangerous. This is because 

then the list would theoretically include all terms within the dataset. Such a result 

would defeat the purpose of this exercise. After manually reviewing the results for 

a few terms, it was decided that twenty could be an acceptable number. This 

allows for the inclusion of terms, which could potentially result in the emergence 

of a pattern, but not all terms.  The document-term matrix resulting from the 

training dataset has eighty rows (for the number of companies) and one thousand 

two hundred and seventy five columns. 

Creating a hierarchy of terms and the subsequent creation of taxonomy: 

Application of an agglomerative algorithm on the document-matrix leads to the 

creation of hierarchical groups. This acts as the basic structure of the taxonomy. 

Hence, automation can facilitate the creation of a hierarchical structure and 

selection of terms, but does not generate hypercubes
5
 or domains. This was taken 

into consideration when comparing the new taxonomy with the official XBRL 

taxonomy. 

Term matching in the test set data: With the automatically created structure as 

reference, data tags were constructed manually. The tagging process began by first 

identifying all the elements, their names and their corresponding labels. The line 

items from the test dataset of forty 10K statements were then extracted and 

matched with the tags. A program was tailor made for the specific purpose of term 

matching. Any unmatched terms were automatically flagged.  

Analyzing the unmapped items: Automatic matching of line items against 

existing tags was not always completely successful. Some unmatched items 

remained. These were stored in an Access database for future reference. Several 

reasons exist that could explain why the terms remained unmapped. These include 

the absence of a matching tag, the absence of a matching synonym, or inefficiency 

on the part of the parsing program. Analysis of the unmapped items stored in the 

database, led to the identification of new synonyms for line items and made the 

                                                      

5 A hypercube represents a set of dimensions. Hypercubes are abstract elements in the substitution Group of hypercube 
Item that participate in has-hypercube relations and hypercube-dimension relations. For more information please check: 

http://www.xbrl.org/Specification/XDT-REC-2006-09-18+Corrected-Errata-2009-09-07.htm 
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tagging process comprehensive. These new terms or phrases were incorporated 

into the knowledge base. This marked the completion of one cycle and the 

beginning of the next. This cycle was repeated thrice before arriving at the final 

result. The decision to restrict the number of repetitions to a particular figure was 

arbitrary, intuitive, and dependent the analyst‘s judgment. 

3.3 Generic use of the Tool 

The main goal of this project was to design and develop a method for taxonomy 

generation. As a part of this process a tool for data extraction had to be created. If 

this were to be reconfigured as a generic tool, it could be used for data extraction 

from other disclosures as well.  To help achieve this goal a central database was 

created which consisted of 12 tables. Storage of information in such tables 

increases accessibility of data. Specific table design features, such as adding 

unique identifiers, helped make the tool more generic. In this case these tables 

represented features related to the pension footnote. For other instances this 

database would need to be redesigned to facilitate application of the tool within it 

is new context.  

4. RESULTS 

Results were obtained by performing an evaluation of the methods success rate for 

tagging items. A visual representation of the phases shows how the clustering 

works. Finally an analysis of the results is performed in order to better understand 

the clusters that were obtained. 

4.1 Performance evaluation 

 

Table 1. Performance evaluation for data tagging 
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It was necessary to establish the comprehensiveness of the generated taxonomy. 

This is a measure of how well the pension disclosure data can be mapped to the 

data tags created using the generated taxonomy. The first step was to calculate the 

success rate for tagging different data items. ―Success rate‖ is defined as the 

number of items correctly mapped to thier corresponding tags, when such tags 

exist. This is compared to the total number of mapped items (Bovee et. al. 2005). 

Evaluation of the parsing tool was conducted using both the test dataset and the 

training dataset. As shown in Table 1, in the training dataset, each of the seventy-

eight existing Pension headers were correctly identified by the parsing tool. 

Therefore, the success rate is 100%. This was manually evaluated. Similarly, for 

the test dataset, all of the forty Pension headers were correctly identified, 

indicating a success rate of 100% 

Next, the same process was applied on the detailed paragraph in the disclosure. 

Out of 1,890 categories present in the training dataset, 1,834 were correctly 

identified. This yields a success rate of 97%. In the test dataset out of the 1,060 

existing instances, 996 were correctly identified giving a success rate of 94%. 

Within each category there were several line items, which needed to be identified 

and extracted using the parsing tool. Of the 21,000 line items, 20,580 were 

correctly identified, yielding a success rate of 98%. The overall success rate is 

97.92% for the training dataset, and 95.8% for the test dataset.  Manual checks 

were carried out to establish the success rates at different levels, by determining 

whether a term was correctly tagged when it actually existed. 

4.2 Visualization of clusters 

Applying a hierarchical clustering algorithm to our document matrix, generating 

clusters of words or phrases used in the pension disclosure. These clusters form 

the basic reference point for creating the Pension taxonomy. Figure 4 shows, in a 

matrix format, how these word clusters were formed. Shades of different intensity 

were used to graphically represent the predominance/infrequency of different 

terms present in the word pool. White or light grey shades indicate values near 

zero, while darker shades indicate larger values. In the figure, black horizontal 

dividers separate the different clusters. The X-axis shows a partial list of the 

phrases from the word pool. The Y-axis is divided into several clusters, using 

horizontal bars.  
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Interpretation of this matrix can be explained by examining one of the clusters, 

highlighted in fig. 4. The phrases like  ―actuarial losses,‖ ―benefit obligation end 

of year,‖ ―benefit obligation beginning of year,‖ etc. are shown in dark shades, 

implying that the aforementioned phrases are predominant. They also fell within 

the brackets of two horizontal lines forming a cluster called ―Change in Benefit 

Obligation‖. This visual was useful as a reference while developing the taxonomy 

structure and was handy when finalizing the Pension taxonomy structure. 

  

Figure 4. Concentration of phrases in different clusters 
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4.3 Analysis of results: Comparison of taxonomy structure 

After the creation of the new Pension taxonomy structure, it was compared to the 

existing structure of the official XBRL Pension taxonomy. This is important for 

two reasons: (i) a comparison helps reassure whether this new hybrid method 

works and is a worthy replacement for the present normative method; (ii) it aids in 

the understanding of any differences which may exist between the two methods. 

Comparison between the two taxonomies presented here is conducted as a general 

comparison of their hierarchical structure as opposed to a measurement of any 

mathematical distance between them. Tables 2 and 3 show some examples of the 

differences between the structures of the two taxonomies. They present a listing of 

the different line items used for pension disclosure reporting, details about which 

of these line items were found in the hybrid taxonomy, and which ones can be 

found in the XBRL taxonomy. The occurrence of a line item in a particular 

taxonomy is indicated by marking ―Yes‖ under its respective column. All the 

major categories were found in both taxonomies.  

The ―change in benefit obligations‖ section shown in Table 2 is fairly constant 

amongst firms. It is therefore part of the Hybrid taxonomy, but it can also be 

found in the official XBRL taxonomy.  

―Change in fair value of plan assets‖, shown in Table 3, is a category where some 

line items occur only in the Hybrid taxonomy, while other line items appear in 

both, but are more detailed in the XBRL taxonomy. ―Funded benefit obligation‖, 

―unrecognized net loss‖, ―unrecognized prior service cost‖, ―net amount recorded‖ 

are some line items found exclusively in the Hybrid version and do not appear in 

the XBRL taxonomy. It can also be concluded that firms generally aggregate the 

―actual return on plan assets‖ and ―plan, purchases, sales and settlements‖ despite 

these being disaggregated under the XBRL taxonomy. 

Under the category ―Amounts recognized in the Consolidated Statement of 

Financial Position‖ the line item ―prepaid pension assets‖ was further 

disaggregated in the XBRL taxonomy, but appeared as a single consolidated term 

in the Hybrid version.  
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Table 2. Comparison of Taxonomy Structure for Category ―Change in benefit obligations‖ 

―Information for pension plans with an accumulated benefit obligation‖ and 

―Weighted-average asset allocation of the pension and postretirement plans‖ are 

two major categories existing in the Hybrid taxonomy created from the historical 

data. The ―Weighted average asset allocation‖ does not appear as a standalone 

category in the official XBRL taxonomy. Some of the required terms within this 

category such as ―Equity Securities‖, ―Debt Securities‖, ―Real Estate‖ and  

―Other‖, occur in the XBRL taxonomy but in a different position and under a 

different major category than in our hybrid taxonomy. The major category 

―Information on plan assets‖ appears in both types of taxonomies. Under this 

major category there is a sub-category for ―Weighted average asset allocation‖. 
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Table 3. Comparison of taxonomy structure for category ―Change in fair value of plan assets‖ 

Implementation of FAS 132r (a) calls for more granular reporting by firms, but 

clear specifications on this aspect have not been provided. Analyzing historical 

data to assess what kind of granular reporting firms have been opting for, could 

expedite the process of expanding the XBRL taxonomy. In keeping with 

expectations, some new terms like ―US stocks‖ and ―International stocks‖ provide 

differentiation. Others like ―Long duration bonds‖ and ―Alternative investments‖ 
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have been found and are only included in the new Hybrid taxonomy. Another 

major category ―Information for Pension plans with an accumulated benefit 

obligation in excess of Plan assets‖ is present in both the taxonomies. However, 

line items within this category such as ―accumulated postretirement benefits 

obligation‖ (APBO) and ―Accumulated Benefit Obligation (ABO) Less Fair 

Value Of Plan Assets‖ can be found in the historical data even though they are no 

longer in use after the implementation of FAS 158. 

Major categories present in both the Hybrid and XBRL taxonomies include 

―Funded Status of the Plan‖, ―Unfunded Plan‖, ―Accumulated Benefit 

Obligation‖, ―Amounts Amortized from Accumulated Other Comprehensive 

Income (Loss) in next Fiscal year‖, ―Pension plans with a benefit obligation in 

excess of plan assets‖, ―Explanation of Significant change in Benefit Obligations 

or Plan assets not apparent from other disclosures‖, ―Measurement Date‖, and 

―Pension plans with a Accumulated benefit obligation in excess of plan assets‖. 

  

5. CONCLUSIONS, LIMITATIONS AND FUTURE RESEARCH 

The objective of this study is twofold: (1) To develop a hybrid method for 

taxonomy creation and (2) to compare the structure of the taxonomy created using 

the hybrid method against the XBRL US GAAP taxonomy. The term ‗hybrid‘ is 

used in reference to the combination of manual and automatic processes that are 

present within the methodology of this study. A prototype tool was designed and 

developed to extract and restructure information from the pension footnotes of 

10k statements. A hierarchical clustering algorithm was applied to the data for the 

development of a taxonomy structure. The parsing module was evaluated. It 

functioned well, with an overall success rate of 97%, for the training data set and 

95% for the test data set. Comparison of the structure of the hybrid taxonomy with 

that of the XBRL taxonomy, revealed some differences between the two. In 

general it was found that companies tend to aggregate some of the data, whereas a 

more disaggregated structure is followed in the XBRL taxonomy.  

The parsing tool developed as a part of this process, could potentially be used for 

other research. Its usefulness has been demonstrated by comparing data from 

randomly selected firms, which appear on the Fortune 500 list over a ten-year 

span. It was revealed that in some cases the companies added new terms or even a 
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completely new category into their filings. Future research may be carried out that 

explores some of these trends in pension footnote reporting. 

Future research could also make use of the hybrid method in this paper. Here it is 

used to focus on financial statement footnotes. However, it can also be used in the 

development of taxonomies of other types of accounting and audit objects. These 

may include the taxonomy of controls, risks, or audit methods. 

One of the limitations of this study is the use of 10K filings from only Fortune 

500 companies in the generation of the taxonomy. As a result the taxonomy might 

be a representation of the trends observed only in these companies, rather than 

representing a more varied and larger cross section of companies. Also, arguments 

could be advanced against using data directly from the filings. Such practice may 

lead to the creation of a taxonomy which is a reflection of the way companies 

report, rather than a true representation of the reporting standards as they are 

intended to be. To address this issue the knowledge base was built using both 

empirical data as well as terms appearing in the FAS statements. This is a very 

extensive process involving manually going through the log of unmapped items 

and creating tags based on that evaluation process. Future research maybe carried 

out that addresses some of these issues by using a larger data corpus. Also, using 

filings of a variety companies which encompass a range of sizes, as well as 

increasing the sample size could prove to be far more effective. Furthermore, the 

proposed method is a combination of automatic and manual processes. Human 

intervention could not be ruled out completely. Taking up the challenge of 

completely replacing human intervention, and designing an entirely automated 

process should also be a prime motivation for future research.  

In order to successfully design and progressively create taxonomies, it is 

necessary to revisit some of the steps that were involved and are shown in Fig. 3. 

The gray colored boxes indicate manual processes. ―Refer Standards‖ is a step 

where a human expert has to read through SFAS 87,158,132R(a), understand 

which line items are the relevant and required, and then include them in the list of 

terms to be used for building the taxonomy. It is probably impossible to 

completely automate this step, because human intelligence and domain expertise 

is required to assess which line items should be a part of the knowledge base. 

However, if an adroit system could be built with the capability of parsing text 

from the SFAS guidelines, then this step could be completely automated by 
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extracting the specific line items and saving them in a relational database for 

future reference,. 

If future research were to be conducted into fully automating the process of tag 

creation, then an expert system would have to be built. However, such a process 

would be extremely difficult as well as time consuming. The chances and 

magnitude of any benefits being gleaned could be outweighed by the costs 

involved.  

Starting the creation of the knowledge base by beginning with a list of terms 

acquired from GAAP or other SFAS guidelines could help prevent the omission 

of any required items. Questions could be raised regarding the use of only one 

hundred and twenty of the 10K filings from a list of the Fortune 500. This study 

consists of automatic as well as manual steps. Manual steps are especially 

involved when analyzing unmatched terms that couldn‘t be tagged, or while 

building the knowledge base, amongst other things. If the number of 10K 

statements used is increased many fold, it would increase the work required for 

the manual portion of the process. This could make the entire process more time-

consuming and can complicate things further. The scope of this study is to 

propose and demonstrate a new Hybrid method for taxonomy. Creation of a 

comprehensive taxonomy for practical use would, however, require including the 

complete data available. Also it would require consideration as to the inclusion of 

data over a period of several years. It can be said that due to several changes in the 

FAS requirements related to pension disclosure, it would suffice to just use data 

released after the changes rather than using data from before changes. This 

eventually limits the amount of data range that is practically available for use. 

Using data over a very long period could lead to the inclusion of some terms that 

might be outdated and no longer in use. If data over a prolonged period is to be 

used, then excluding archaic terms may require a very complicated filtering 

system to be built. Moreover, while designing such a filter, one can never be sure 

about which kind of outdated terms could be expected to pop back up. Hence, this 

becomes an increasingly difficult problem. After taking all these factors into 

consideration, the data corpus was not expanded to include data over a longer 

period of time.  

Apart from concerns about the size of the data corpus, it is important to 

acknowledge that the text analytic methods used here could be refined further. 
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Regular expression matching has been used for data extraction. However, to 

further improve the information extraction process, techniques such as Latent 

Semantic Analysis (LSA), as well as weighing of the terms and factors, could be 

used. Currently Principal Component Analysis (PCA) has been applied to the 

knowledge base for the selection of terms and phrases while building this 

taxonomy. However, methods like Singular Value Decomposition (SVD), using 

LSA and weighing of terms, could potentially improve the process further and 

should to be considered in future research. One criticism could be why a 

mathematical distance function was not used to compare the taxonomies. This 

would be a very complicated process, and deserves a separate study. Such work is 

outside the scope of this paper since the primary objective of this paper is to 

suggest a method for a hybrid taxonomy creation process.  
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List of sections and number of synonyms for each section 
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Appendix II 

 

Details of items under each section 

 


